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Abstract

LLM-centric agent architectures route each observation back
to the model for the next decision, leaving control logic
implicit in a growing prompt and forcing repeated recon-
struction of task state and routine execution progress even
when runtime evidence determines the next transition.

We present structure-semantic separation as an ex-
ecution boundary for LLM agents, making recurring tool-
use structure explicit and executable while reserving the
model for semantic decisions that structure cannot resolve.
MotifAgent realizes this boundary through motif graphs:
the Structure Engine advances graph transitions only when
runtime evidence verifies them, while the Semantic Engine
handles unresolved semantic gaps through scoped LLM calls,
turning structure from prompt guidance into executable run-
time state. Exposing motif progress to the serving backend
additionally enables structure-aware scheduling and fine-
grained KV-cache retention. Across APIBank, TauBench,
and AppWorld, MotifAgent reduces LLM calls and token
consumption while maintaining comparable task perfor-
mance. Repeated APIBank serving replays show complemen-
tary reductions in prefill-stage latency and improvements in
admission-time KV reuse under the evaluated queueing and
cache-pressure conditions.
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1 Introduction

Enabled by the powerful abilities of Large Language Models
(LLMs), LLM agents [31, 45, 49, 53, 56] are increasingly used
in various domains such as coding, web automation, and
personal assistance. Because LLMs can flexibly interpret
new observations and decide subsequent actions in natural
language, an LLM-centric agent architecture has become a
natural default: after each observation, control is returned to
the LLM, which decides the next step. This design preserves
the generality and flexibility of LLMs, but it also makes the
core control logic of the agent program highly dependent on
LLM calls.

This convenience is not free. Each decision step introduces
an expensive LLM call with growing context. The high cost
of this architecture has motivated many efforts to accelerate
LLM agents, such as batching, scheduling, and KV-cache
management [16, 57, 63]. These techniques are effective, but
most still optimize within the LLM-centric loop. They make
model-mediated steps cheaper and faster, while the agent of-
ten still returns to the LLM after each observation, even when
much of the execution is already structurally determined.
As a result, such progress remains coupled to repeated LLM
inference over growing context.

We argue that this bottleneck is architectural rather
than merely computational. In many agent executions,
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Figure 1. Running example of a refund task. (a) LLM-centric execution returns control to the LLM after every tool result. (b)
Structure-semantic separation leaves semantic decisions to the LLM while executing stable tool order and parameter flow as a
motif graph. Mixed colors denote evidence-dependent execution modes.

especially after the initial ambiguity has been resolved, the
next step is not always an open-ended semantic decision.
It may follow a stable tool order, transfer a value from one
tool result to a later input, release a downstream operation
after its dependency is satisfied, or check a known precon-
dition. Under an LLM-centric architecture, these structural
transitions remain encoded in prompt text rather than exe-
cutable runtime state. The runtime observes tool calls and
tool results, but it does not own the recurring structure that
connects them.

Tool use makes this opportunity especially clear. Tool calls
expose explicit runtime boundaries, including tool names,
input schemas, returned fields, and parameter dependen-
cies across calls. These signals make the recurring execu-
tion structure observable to the runtime, unlike consecutive
model-only reasoning steps whose boundaries depend heav-
ily on prompting choices and model behavior.

The missing piece is a redesign of control ownership:
the runtime should advance structural progress when current
evidence is sufficient, while the LLM should be reserved for
semantic gaps that structure cannot resolve.

Figure 1 illustrates this boundary with a refund task. In
LLM-centric execution (a), the agent returns to the model
after each tool result to choose the next step. Under structure-
semantic separation (b), “the item I bought last Friday” still
requires semantic mediation because the target is ambiguous.
Once the relevant record is identified, the runtime can follow
a motif graph to extract the order identifier, check eligibility,
and process the refund accordingly. Each transition proceeds
only when the required values and preconditions are verified.

If required evidence is missing, execution returns to the
LLM as a semantic gap. The model receives only the cur-
rent motif state and the evidence needed to resolve that
gap, rather than the full execution history. This shows that
the boundary between structural execution and semantic

reasoning is determined dynamically at runtime: verifiable
transitions are executed structurally, while unresolved ones
are delegated to the LLM. We call this boundary structure-
semantic separation.

We build MotifAgent, an agent-runtime and serving
co-design system that realizes structure—semantic sepa-
ration. It represents recurring tool-use structure as motif
graphs. Positive motifs encode local tool operations, parame-
ter flow, dependencies, and the evidence required for each
transition. The Structure Engine instantiates a matched mo-
tif as runtime state and advances only when the required
values and preconditions are verified. At a semantic gap,
the Semantic Engine receives a typed mediation request and
invokes the LLM for bounded decisions such as value com-
pletion, candidate selection or clarification. Negative motifs
are extracted from failed trajectories. They support early
stopping on known failure patterns and provide corrective
guidance during ReAct fallback. Neither motif type assumes
a fixed whole-task workflow. The runtime advances veri-
fiable progress and delegates unresolved decisions to the
LLM.

Runtime-owned motifs also change what the serving sys-
tem can observe. A conventional backend sees arrived LLM
calls and token-level features, but not the dynamic local tool
workflow or downstream operations behind each call. Mo-
tifAgent exposes motif stage, structured prompt prefix, and
possible downstream releases. These serving-visible signals
guide structure-aware scheduling and fine-grained KV-cache
retention and eviction.

We evaluate structure—semantic separation on APIBank [19],
TauBench [55], and AppWorld [41]. Compared with LLM-
centric execution, MotifAgent reduces LLM calls by up to
27.1% and token consumption by up to 47.9%, while main-
taining competitive task performance across the three bench-
marks. The serving backend also uses motif progress to guide



scheduling and retain prefixes likely to be reused after tool

gaps.
Our contributions are summarized as follows:

o We identify the LLM-centric agent design as an archi-
tectural bottleneck and propose structure—semantic
separation as a new execution boundary. It moves ver-
ifiable structural progress to the runtime and reserves
semantic judgment for the LLM.

e We build MotifAgent, an agent-runtime and serving co-
design system. Its motif graphs capture recurring tool-
use structure, advance evidence-supported transitions,
and scope LLM calls at semantic gaps.

e We design a serving interface and backend mecha-
nisms that expose motif stages, structured prompt
prefixes, and downstream-release hints. These signals
guide structure-aware scheduling and fine-grained KV-
cache retention and eviction.

e We implement MotifAgent on an SGLang-based serv-
ing stack. Across three agent benchmarks, it reduces
LLM calls and token use at comparable task perfor-
mance. Controlled replays evaluate latency and KV-
cache effects under pressure.

2 Background
2.1 LLM Agent Control Loops

LLM agents interleave model decisions with observations
from users, tools, and the environment [31, 45, 49, 56].In a
ReAct-style loop [56], the model selects an action, observes
the result, and then decides the next step. This lets the agent
respond to unexpected observations without a predefined
workflow. Tool calls expose explicit runtime structure, such
as typed inputs and outputs and parameter dependencies
across operations. However, in an LLM-centric loop, this
structure often remains embedded in the growing prompt
history. When the same pattern recurs, the model is asked to
interpret it again instead of the runtime executing it as state.

Several agent and language-model programming systems
try to reduce the cost of repeated model calls through tool-
use training, reusable prompts, declarative pipelines, struc-
tured generation, or workflow-style execution [4, 8, 14, 28, 38,
46, 62, 63]. Agent Skills capture reusable procedural knowl-
edge through instructions, scripts, and resources, using pro-
gressive disclosure to load relevant information only when
needed [58]. While this reduces context overhead, applying
such knowledge still requires the LLM to interpret instruc-
tions and decide subsequent actions. These systems improve
knowledge reuse and the organization of LLM calls, but the
control loop often remains model-mediated. In this paper,
we focus on a complementary boundary: when execution
progress is already verifiable from runtime evidence, the
runtime should advance it directly rather than asking the
LLM to rediscover the same control structure.

2.2 LLM Serving and Prefix Caching

LLM serving systems batch requests to improve accelerator
utilization. For decoder-only models, prefill processes the
prompt and constructs KV states, while decode generates out-
put tokens autoregressively. Serving systems such as ORCA
and SARATHI improve utilization through iteration-level
scheduling and chunked prefills [2, 57], while vLLM and
others improve memory efficiency through PagedAttention
and block-level KV-cache management [16, 27, 34]. Other
recent architectures further improve serving efficiency by
disaggregating prefill and decode [26, 64].

Prefix reuse is especially important for multi-call LLM
applications [8, 35, 54]. Caching KV states for shared prompt
prefixes avoids recomputing the shared part of prefill. SGLang
[63] targets structured language-model programs and intro-
duces RadixAttention, which stores reusable prefixes in a
radix tree and reuses cached KV states across calls. Its sched-
uler can use radix-aware policies to select waiting requests
based on token-prefix locality. Longest-prefix matching fa-
vors requests whose token prefix is already well represented
in the cache, while DFS-style traversal favors dense prefix
subtrees to improve locality.

However, agent requests arrive sequentially, separated by
tool execution delays known as tool gaps [1, 18]. An LRU-
based cache can evict a prompt prefix during a long tool gap,
causing a cache miss when the tool returns.

Furthermore, these policies operate on tokenized prompt
prefixes. Recent application-aware systems expose work-
flow information to the serving layer [21, 43], but such ab-
stractions do not directly capture the observation-driven
execution state of agentic control loops. Runtime semantic
gaps, dynamic tool choices, and fallbacks can change which
downstream operations become relevant.

Consequently, token-level cache identity and static work-
flow structure do not fully expose an agent’s execution stage,
dependency frontier, or unresolved semantic gap. The serv-
ing backend therefore cannot directly reason about whether
serving one LLM call will unblock downstream agent work,
or whether an inactive prefix will become useful again after
a tool gap. This semantic wall between the dynamic agent
runtime and the serving backend motivates our cross-layer
co-design.

3 Motivation

Structure—semantic separation shifts verifiable tool-use steps
to the runtime and exposes execution state to the serving
backend. The runtime executes recurring tool-use struc-
ture when current evidence supports the next transition
(§3.1). It delegates unresolved decisions to the LLM through
bounded semantic requests (§3.2). The backend uses the
exposed progress to guide scheduling and cache retention

(§3.3).



3.1 Observation 1: Tool-Use Traces Expose
Executable Structure

ReAct-style agents are flexible because control can return to
the model after every observation. This flexibility, however,
also makes the model responsible for routine execution de-
cisions. In recurring tool-use executions, successful traces
often follow the same operation order and parameter-flow
patterns, check the same preconditions, and enable down-
stream actions when their dependencies are satisfied. An
LLM-centric control loop still incurs LLM calls and token
costs to reconstruct this recurring structure during each
execution.

This suggests that repeated tool-use behavior should be
captured as executable runtime structure rather than prompt
history. Prompt-only skills describe a workflow but leave
its execution to the model. Predefined workflows handle de-
viations through explicitly encoded branches and recovery
rules. A motif captures recurring structure from traces and
combines tool order, parameter flow, guards, and dependen-
cies with runtime evidence checks and semantic mediation,
supporting partial execution and recovery.

Challenge 1: Make structure executable without freez-
ing execution. A motif must let the runtime execute verified
tool order, parameter flow, guard checks, and dependency
release without fixing the task to one path. Its ready frontier
and bound values must support partial execution, re-entry,
and recovery when observations deviate from the common
trace.

3.2 Observation 2: Structure Cannot Replace
Semantics, But Can Bound It

Structure alone does not resolve every decision in agent
execution. User requests may omit required values, refer to
entities indirectly, or match multiple candidate motifs. Tool
results may fail to satisfy expected guards. In these cases,
the runtime may lack the evidence needed to determine tool
arguments or validate the next transition. The question is
therefore where to place the boundary between runtime
execution and semantic reasoning.

MotifAgent draws this boundary through two runtime op-
erations. A structural operation runs when current evidence
is sufficient: it may invoke a known tool node, copy a verified
value, check a guard, or release a downstream dependency. A
semantic operation runs when evidence is insufficient: it asks
the LLM to resolve a typed local gap, such as a missing slot,
ambiguous entity, unexpected observation, or failed guard.
During semantic mediation, the LLM answers a bounded
question using motif state and compact evidence, while the
runtime retains execution state.

Figure 2 compares input tokens per call across APIBank [19],
TauBench [55], and AppWorld [41]. Semantic operations use
fewer input tokens than ReAct-style calls by supplying com-
pact motif state and relevant local evidence instead of the
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Figure 2. Semantic operations reduce input tokens by using
compact motif state and local evidence.
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Figure 3. Decode accounts for the largest share of esti-
mated backend time under motif-style execution, using token
counts and fixed prefill and decode throughput assumptions.

full execution history. This comparison illustrates the input-
token savings from narrowing the context supplied to each
semantic operation.

Challenge 2: Bound semantic mediation while pre-
serving runtime state. When structure is insufficient, the
LLM must address the local gap while the runtime retains
execution state. A typed mediation request identifies the
missing slot, ambiguous candidate, or failed guard. The LLM
answers the request, and the runtime passes the response
back to the paused motif instance.

3.3 Observation 3: Explicit Runtime State Exposes
Serving Opportunities

Structure-semantic separation not only reduces model calls
but also makes execution progress and dependencies explicit
to the runtime. By tracking completed operations and un-
resolved dependencies, each motif instance can anticipate
potential downstream semantic calls, even across tool gaps.
Such information is not directly visible to a serving backend
that only observes submitted requests.

This visibility creates opportunities for scheduling and
prefix-cache retention. A prefix with no matching request
in the current queue may be reused by a later semantic call
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after a tool returns, avoiding redundant prefill work if re-
tained. However, future requests may not arrive, and sharing
a motif stage does not guarantee identical token prefixes. Mo-
tif progress therefore provides predictive hints rather than
guaranteed reuse.

Figure 3 estimates backend work from token counts and
fixed prefill and decode rates. As semantic operations re-
duce input context, decode dominates estimated inference
time. Rather than rely on output compression or truncation
that may lose necessary semantic information, we pursue
incremental serving gains through scheduling and reduced
redundant prefill. These gains complement agent-layer sav-
ings without directly reducing decode costs.

Realizing these opportunities requires runtime-backend
co-design. The runtime exposes motif progress and potential
downstream calls, while the backend combines these hints
with its queue, running batch, and radix-cache state to guide
scheduling and cache retention.

Challenge 3: Balance downstream reuse against cur-
rent locality and cache pressure. Prioritizing potential
downstream reuse may reduce current prefix locality and
increase waiting time. Retaining prefixes for uncertain future
requests may displace other useful cached context. The chal-
lenge is to balance these costs against expected downstream
benefits.

These observations motivate three design requirements:
evidence-supported structural execution, bounded semantic
mediation, and serving policies that balance downstream
reuse with current locality and cache pressure. The next sec-
tion describes how MotifAgent realizes these requirements.

4 MotifAgent Design

This section describes how MotifAgent realizes structure—
semantic separation. We first define the execution boundary

(§4.1) and executable motifs (§4.2), then describe structure-
aware scheduling (§4.3) and KV-cache retention (§4.4).

4.1 Overview

MotifAgent executes recurring tool-use steps outside the
default LLM control loop. Structural execution advances
only when current evidence supports the next transition.
When evidence is insufficient, the runtime invokes typed
mediation or fallback to resolve the remaining uncertainty.
The runtime also exposes execution progress to the serving
backend to guide request scheduling and cache retention.

Architecture. Figure 4 shows three layers: the agent run-
time, the system interface, and the serving backend. An of-
fline compiler produces motif libraries for the agent layer. At
runtime, a matched positive motif becomes an instance that
tracks execution progress, completed steps, current bind-
ings, and unresolved requirements. Support traces provide
evidence for compiled parameter-flow rules. The Structure
Engine advances ready nodes after checking their arguments
and preconditions. The Semantic Engine resolves local un-
certainty through typed mediation. The interface carries
advisory sglang_hints to the backend for scheduling and
retention.

Execution bound. We model a tool-use execution as
structural transitions interleaved with semantic decisions. A
structural transition is runtime-verifiable: it may invoke a
tool with determined arguments, copy a value from a tool
result, check a precondition, update state, or enable down-
stream nodes once their dependencies are satisfied. A seman-
tic decision requires model reasoning when the available
evidence is insufficient, for example, to resolve a missing
value, disambiguate an entity, select a candidate, or interpret
an unexpected observation.

For a fixed execution path of task 7 containing at least
one required model-resolved decision, let D, = (V,E) be
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its semantic dependency DAG, with repeated decisions un-
rolled into distinct nodes. Each node represents a required
semantic decision. An edge (u,v) € E indicates that resolv-
ing v requires evidence that becomes available only after u
and cannot be obtained within the same model invocation.
Let Paths(9D;) denote the directed paths in this graph. The
semantic critical path counts decision nodes on the longest
path:

SCP(r) = . 1
(1) = pmax Il 1)

Any execution that resolves these decisions while respect-
ing their evidence dependencies requires at least SCP(r)
sequential LLM rounds. If a step-by-step baseline follows
the same execution path using Nyep(7) sequential model-
mediated rounds, its reduction factor is bounded by:

N step (T)
<cpi @)
SCP(7)

This conditional bound concerns the reduction in sequen-
tial LLM rounds along a fixed execution path. Motifs reduce
model involvement in structural transitions, but unresolved
runtime uncertainty may require additional mediation or

fallback rounds beyond SCP(7) even when motif coverage
is high.

RoundReduction,, (1) <

4.2 Motif Representation and Compilation

MotifAgent uses two kinds of motifs. Positive motifs encode
recurring successful tool-use behavior as executable opera-
tion graphs. Negative motifs encode repeated terminal failure
patterns. They act as guards during ReAct fallback and are
never executed as plans.

Algorithm 1 summarizes offline compilation. Determinis-
tic stages mine recurring structure, bind support evidence,
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Figure 5. An executable motif combines graph structure
with semantic and transition metadata.

and construct motif skeletons and connectors. LLMCom-
PILE proposes semantic and execution metadata, including
parameter-flow rules, tool effects, and parallelism annota-
tions. VALIDATEREPAIR checks these candidates against tool
schemas and support evidence, applies rule-based filtering
or demotion, and may request a limited number of LLM
revisions using validation feedback. Failed or abandoned tra-
jectories contribute negative guards rather than executable
plans.

Motif maintenance. Tool documentation or schema changes

require revalidation of affected motifs. Repeated execution
failures also warrant checking whether their assumptions re-
main valid. Motifs with outdated rules require recompilation
using updated specifications and compatible support traces,
separately from fallback during the current task. Silent se-
mantic changes that preserve existing interfaces may evade
runtime checks and require external revalidation.

Figure 5 separates executable structure from supporting
metadata. The operation graph contains tool nodes, depen-
dencies, and node types for tool calls, verified extraction,
bounded LLM filling, response generation, and mediation
handoff. Parameter-flow edges identify inputs copied from
prior outputs, extracted from local evidence, or left as se-
mantic requirements.

The dialogue contract bounds uncertainty within a motif,
while connection hints describe continuation across motifs.
The contract limits which missing values may be requested
from the user or LLM, and bundleable slots let related val-
ues be resolved together. Connection hints identify possible
continuations through suffix-prefix overlap or observed con-
nector tools. They help re-entry and serving lookahead, but
never override runtime evidence checks.

At runtime, the agent matches a positive motif against the
current request and environment state and instantiates its
operation graph. The Structure Engine identifies ready nodes,
grounds their arguments in current evidence, and checks
their guards before invoking tools. Tool results update the
instance state and satisfy dependencies for subsequent nodes.
For unresolved arguments or local interpretation decisions,



the runtime constructs typed mediation requests that specify
the value or decision the LLM must resolve and provide com-
pact motif state and relevant local evidence. If no executable
motif matches, or the required reasoning exceeds the motif’s
local scope, execution returns to the agent’s general LLM
control loop.

Unlike prompt-only skills, executable motifs let the run-
time propagate values, check preconditions, and invoke struc-
turally determined tools directly. The runtime can also con-
tinue across motifs. For example, connection hints may iden-
tify a verification motif as a continuation of a retrieval motif.
Before starting verification, the runtime checks whether the
retrieved results supply the required inputs and satisfy the
next motif’s entry conditions.

Suspension and re-entry. The runtime suspends a motif
instance if required arguments cannot be resolved, preserv-
ing its execution position, completed steps, tool results, and
bindings. Mediation or fallback can provide new evidence for
re-entry. Before continuing, the runtime invalidates bindings
affected by changed evidence, rechecks the required argu-
ments and guards, and resumes from the next unfinished
step.

4.3 Structure-Aware Scheduling

Structure—semantic execution makes each LLM call more
than a token sequence. Besides its prompt, the call carries
local workflow context: its motif id, stage id, tool-schema pre-
fix, stable prompt layout, and the downstream calls that may
become ready after it finishes. We call this policy Structure-
Aware Scheduling (SAS). It uses motif context as a conser-
vative lookahead layer on top of radix scheduling, whose
conventional policies observe only current token-prefix lo-
cality and cache state.

For each remaining LLM call, MotifAgent attaches ad-
visory sglang_hints to the OpenAl-compatible request.
These hints describe the current motif and stage, canoni-
cal tool-schema prefixes, a stable prefix ladder, and possi-
ble downstream calls. Predicted downstream prefixes guide
scheduling, while cache-range priorities and expiration times
guide temporary retention.

Scheduling balances estimated downstream reuse against
current prefix locality. The backend matches predicted down-
stream prefixes against prefix metadata for other requests
in the waiting queue. A match indicates that completing the
current call may enable downstream calls that share prefixes
with queued requests. The backend estimates this reuse bene-
fit based on shared prefix length and the number of matching
queued requests. However, promoting the current request
may favor a sparse radix subtree over a denser sibling subtree,
disrupting current locality. To estimate this cost, the back-
end traverses the request’s radix-tree path, finds the largest
positive difference between the queued-request count of a
competing sibling subtree and that of the promoted subtree,
and scales this difference into a locality-cost estimate.

Prompt layout for motif-based LLM requests
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Figure 6. Fine-grained KV-cache retention protects
reusable motif prefixes while dynamic evidence remains
evictable.

The loss-aware policy discounts the estimated reuse bene-
fit by the weighted locality cost and converts accepted gains
into bounded bonuses to radix-subtree scores. These scores
adjust the DFS ordering of the waiting queue. The backend
admits requests in the resulting order subject to its existing
memory and batch-size limits. With speculative release credit
disabled, predictions without a match to another queued re-
quest contribute no bonus. If no positive bonus is accepted,
scheduling follows the base DFS policy.

4.4 Fine-Grained KV-Cache Retention

Motif execution also changes cache management. During
multi-step agent execution, an LRU-based policy may evict
prefixes that will soon be revisited after a tool gap. In con-
trast, request-level KV-cache pinning may preserve the entire
request prefix, including dynamic evidence that is unlikely
to be reused. This coarse policy increases cache pressure. Mo-
tifs provide a finer-grained signal: they predict which stable
prefixes are likely to be used by upcoming downstream calls
and assign higher retention priority only to those ranges.

Figure 6 illustrates selective retention with a layered prompt
layout. Stable motif context and tool schemas precede task-
specific inputs and tool observations. Retention hints target
prefix ranges expected to be reused after tool gaps, avoiding
the cache-space cost of retaining the entire prompt.

Retention priorities reflect estimated reuse value per oc-
cupied KV block, with layer-dependent weights favoring
upstream prefixes. The backend associates radix-tree nodes
with retention priorities and expiration times. When a reten-
tion range covers only part of a node, it splits that node at
the range boundaries and assigns priority to the covered to-
kens. Under cache pressure, lower-priority ranges are evicted
first, while higher-priority ranges remain eligible for eviction
when memory must be reclaimed. Expired retention hints
no longer contribute priority.



5 Implementation

MotifAgent is implemented as a Python agent runtime in-
tegrated with a modified SGLang v0.5.9 backend. The im-
plementation consists of an agent layer, a system interface
layer, and a serving layer.

Agent layer. The runtime compiles tool-use traces into
motif libraries and matches motifs against the current request
and environment state. Each motif invocation maintains a
MotifFrame containing the execution position, completed
tools, tool results, unresolved parameters, and validated se-
mantic bindings. Frames are preserved across suspension
and fallback, while evidence dependencies are tracked to
invalidate stale bindings before reuse. Typed semantic re-
sponses are resolved and validated before execution. During
fallback, the runtime matches tool sequences and error sig-
natures against negative motifs to identify known failure
patterns. Matches can trigger early termination or provide
recovery guidance to the LLM.

System interface layer. The runtime serializes structural
metadata into sglang_hints, carried through the OpenAl
SDK’s extra_body field. The backend parses these fields
into StructuredRequestHints and propagates them with
internal generation requests. The metadata includes motif
and stage identifiers, prefix ladders, downstream-release es-
timates, cache-retention ranges, priorities, and expiration
times. Retention offsets are clamped to the cached token
length and rounded down to cache-page boundaries.

Serving layer. The modified scheduler implements SAS
using information including motif id, motif stage and down-
stream releases. It adds bounded motif-aware adjustments
to DFS subtree scores and reorders the waiting queue. Ex-
isting admission logic then selects requests under memory
and batch-size constraints. The radix cache splits nodes at
normalized retention boundaries and assigns priorities and
expiration times to the corresponding nodes. Under cache
pressure, eviction favors lower-priority KV blocks.

6 Evaluation

We evaluate the two effects of structure—semantic separa-
tion. First, three tool-use benchmarks test whether runtime-
owned motifs reduce LLM calls and tokens while preserving
task outcomes. Then controlled request replays test whether
serving-visible motif progress affects latency and KV-cache
retention under pressure.

6.1 Runtime-Layer Setup

Setup. The experimental host has one NVIDIA A100 GPU
with 80 GB of memory and dual Intel Xeon Gold 6348 CPUs.
Unless otherwise stated, we use DeepSeek-V4-Flash for all
LLM calls in runtime-layer experiments. We use the locally
deployed sentence-transformers/all-MinilLM-L6-v2 en-
coder with cosine similarity for motif matching.

Workloads. We evaluate on APIBank [19], TauBench [55],
and AppWorld [41], covering single-turn tool use, multi-turn
tool use, and API-based application automation, respectively.
We report APIBank accuracy, TauBench task success rate,
and AppWorld mean task pass percentage, together with
LLM calls and prompt-plus-completion tokens.

Data splits. We separate compilation and evaluation tasks
by task ID and freeze the compiled motif library before evalu-
ation. APIBank uses three splits of its 50 Level-3 task IDs into
disjoint compilation and evaluation pools. TauBench uses
three splits, each with 58 compilation and 57 evaluation task
IDs. AppWorld uses 90 training tasks for compilation and
100 test_normal tasks for evaluation, with three evaluation
repetitions. Each split or repetition uses 200 compilation
inputs and 200 evaluation episodes, allocated as evenly as
possible across task IDs within their respective pools.

Baselines. We compare MotifAgent with ReAct [56], Ex-
peL [62], AWM [46], Agent-KB [39], and APC [60]. ReAct
provides an LLM-centric baseline, while the other methods
reuse experience or memory. All methods use the same eval-
uation episodes within each split or repetition. Methods
requiring experience inputs receive the same source trajec-
tories from the compilation pool.

6.2 Runtime-Layer Results

We study whether structure-semantic separation can reduce
repeated model-control work across different tool-use work-
loads while maintaining competitive task performance.

Table 1 shows that MotifAgent reduces token usage and
LLM calls relative to every evaluated baseline across all
three benchmarks, while maintaining competitive task per-
formance. On AppWorld, for example, MotifAgent achieves
a 66.3% pass rate with 130.0k tokens and 12.93 LLM calls per
task. Success rates vary across workloads, and MotifAgent
does not consistently achieve the highest accuracy or pass
rate.

These results support the runtime-layer goal of reducing
repeated model-mediated control: the runtime executes ver-
ified tool-use transitions, while the LLM remains available
for semantic gaps. To isolate the contribution of runtime
execution, we next compare MotifAgent with a motif-as-
prompt control that supplies the same motif structure as
textual guidance.

6.3 Motif as Prompt

Existing experience-enhanced and skill-based agents often
reuse past behavior as textual guidance. MotifAgent intro-
duces structural experience by compiling recurring tool-use
graphs into executable motifs to let the runtime track param-
eter dependencies and execute structurally determined tool
calls directly.

To test whether executable motif skills provide benefits
beyond textual guidance, we compare MotifAgent with a
motif-as-prompt variant. It uses the same motif library and



Table 1. Runtime-Layer results across three tool-use benchmarks. T indicates higher is better and | indicates lower is better.

Best results are shown in bold and second-best results are underlined.

Benchmark Metric ReAct ExpelL AWM Agent-KB APC Motif (ours)
Accuracy (%) T 56.33 72.00 67.67 67.00 78.50 76.83
APIBank Avg. Tokens (k) | 9.63 16.09 11.68 11.53 6.42 5.02
Avg. LLM Calls | 3.61 3.64 3.73 3.66 4.72 3.38
Task success rate (%) T 62.50 74.00 78.00 72.00  69.00 74.00
TauBench Avg. Tokens (k) | 94.91 100.67 104.87 98.93 90.49 78.80
Avg. LLM Calls | 14.84 14.00 14.34 14.51 15.74 11.97
Pass Percentage (%) T 67.48 69.88  62.81 67.87  56.37 66.26
AppWorld Avg. Tokens (k) | 204.17  213.67 205.77 245.84 193.37 130.04
Avg. LLM Calls | 17.74 17.51 17.68 17.40 19.42 12.93
[C1ReAct [] Motif-as-Prompt B8 Ours Structural Semi-structural
Accuracy/pass (%) T Tokens/task (k) Calls/task | | Steps M Binding [ Traversal | Prompt compression
APIBank 1 APIBank 78% | 52.17% 74.85% |
r 76.8 r . r
1007563 607 1ros 5.02 d[ 38 33 338 w-bench (169194 83.09% 88.04%
0 0 0 AppWorld 63.32% | 36.68% 88.96%
AppWorld 0 50 100 0 50 100
100r 67.5 67.6 66.3 300 204 243 130 24r17.74 16.74 12.93 Call-savings share (%) Input reduction (%)
LA | HHm

Figure 7. Motif-as-prompt ablation on APIBank and App-
World. Motif-as-prompt uses the same compiled motif library
and matcher as MotifAgent, but only renders the matched
motif as a prompt hint for a ReAct agent.

matcher, but adds the matched motif as a prompt hint and
leaves control with the ReAct agent.

Figure 7 shows that the prompt hint alone does not re-
produce the runtime benefit. On APIBank, motif-as-prompt
improves accuracy from 56.3% to 60.7%, but increases av-
erage tokens from 9.63k to 12.32k. In contrast, MotifAgent
reaches 76.8% accuracy while reducing tokens to 5.02k and
LLM calls to 3.38.

On AppWorld, motif-as-prompt has almost the same pass
rate as ReAct, 67.6% versus 67.5%, but increases average to-
kens from 204k to 243k. MotifAgent achieves a comparable
pass rate of 66.3%, while reducing average tokens to 130k
and LLM calls from 17.74 to 12.93.

These comparisons support the architectural claim: de-
scribing a motif in a prompt does not reproduce the lower
model-control cost of executing it in the runtime. The Struc-
ture Engine advances verified tool and parameter-flow tran-
sitions, while the LLM handles the remaining semantic gaps.
This controlled comparison isolates the benefit of runtime
execution from merely providing the same structural knowl-
edge to the LLM.

Figure 8. Runtime savings breakdown. Left: each mecha-
nism’s share of structural call savings. Right: input-token
reduction for matched local resolutions relative to ReAct.

6.4 Breakdown Experiments

Runtime Efficiency Gain Breakdown. Figure 8 sepa-
rates two sources of runtime savings. For structural opera-
tions, MotifAgent avoids LLM decisions through fixed-step
execution, argument binding from runtime state, and traver-
sal over collections. Among the recovered operations, tra-
versal dominates 7-bench, binding and traversal contribute
almost equally on APIBank, and fixed-step execution con-
tributes most on AppWorld. For semi-structural opera-
tions, the LLM still resolves semantic choices, but receives
a local prompt focused on the relevant context and missing
arguments. The right panel shows the resulting input-token
reduction: these operations save prompt-processing work
while retaining the semantic decision.

Task Difficulty Breakdown. This experiment studies
how MotifAgent behaves as task difficulty increases. We
group AppWorld tasks into Level 1, Level 2, and Level 3, and
report pass rate, average tokens per task, and average LLM
calls per task.

Figure 9 shows the expected difficulty trend. As tasks be-
come harder, pass rate drops and both token usage and LLM
calls increase. MotifAgent follows the same trend, but it uses
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Figure 9. AppWorld results by task difficulty. Harder
tasks reduce pass rate and increase model-control work for
all methods, but MotifAgent stays on a lower-token and
lower-call execution path.

Table 2. Model-robustness diagnostics on APIBank. Accu-
racy measures ordered API coverage over all 100 episodes.
Tokens and calls are episode averages, including final re-
sponses and excluding compilation.

(a) Execution models; compiled with Plus

Exec. Method Acc. (%) Tok. (k) Calls
Plus ReAct 61.0 9.85 3.54
ExpeL 76.0 16.68 3.68
MotifAgent 72.0 4.43 3.08
9B ReAct 64.0 9.58 3.48
ExpeL 72.0 16.34 3.61
MotifAgent 72.0 4.45 3.04

(b) Compilation models; executed with Plus

Compiler Acc. (%) Tok. (k) Calls
Plus 72.0 4.43 3.08
9B 64.0 4.27 2.90

fewer tokens and fewer LLM calls than the baselines across
difficulty levels. This suggests that motifs do not remove all
semantic work, but they reduce repeated structural control
even when tasks become harder.

6.4.1 Model Robustness. We evaluate Qwen3.7-Plus (Plus)
and Qwen3.5-9B (9B) on the same 100 APIBank episodes (25
held-out task IDs, four executions each), disjoint from com-
pilation IDs. Both motif compilers use the same 200 train-
ing trajectories; ExpeL knowledge is frozen and train-only.
Reusing Plus-to-Plus yields seven configurations and 700
episodes.

As Table 2 shows, MotifAgent reduces tokens by 72.8—
73.4% and LLM calls by 15.8-16.3% relative to ExpeL. Its
accuracy exceeds ReAct with both executors, matches ExpeL
with 9B, and is lower with Plus. With Plus execution fixed,
the 9B-compiled library yields 64.0% accuracy versus 72.0%
for Plus compilation. These observations are conditional on
the selected split and frozen libraries.

6.5 Serving-Layer Setup

Workload. We use APIBank-derived requests for the sched-
uling and KV-cache retention experiments. The requests
retain the prompts and output lengths recorded during the
runtime evaluation. The AppWorld latency ECDF uses an Ap-
pWorld request replay. Its plotted low- and high-load slices
are labeled p = 0.3 and p = 2.1. Here, p = A/ denotes the
offered load.

Replay backend. APIBank requests retain their recorded
prompts and target output lengths. We replay the same con-
tent under every backend policy. Fixing output length con-
trols decode work; request latency is measured anew in each
run.

Serving platform and resource limits. The APIBank
serving comparisons use Qwen3-14B on one A100 80 GB
PClIe GPU and a modified SGLang backend. The scheduling
runs allow 49,152 KV tokens and 16 concurrent requests, with
retention disabled. The KV-retention runs allow 6,000 KV
tokens and 8 concurrent requests, using LPM, a 2 s priority
TTL, and a 30 s completed-prefix history window. Each run
starts a fresh server with an empty cache.

Baselines. For our Structure-Aware Scheduling (SAS),
we compare against three backend schedulers. LPM batches
requests by the longest reusable prefix, and DFS-weight pri-
oritizes heavily shared branches in the prefix tree [63]. They
both use token-prefix locality, but do not use future request
information. We also compare with the PLAS policy of Agen-
tix (originally Autellix) [24], which prioritizes LLM calls
from programs that have received less completed service.
This tests whether finer-grained motif-stage signals provide
benefits beyond prefix locality and program-level attained
service. For fine-grained KV retention, we compare against
LRU and request-level retention. Request-level retention as-
signs priority to the entire prefix, while Layered assigns
priority to selected prompt regions. Both permit eviction
under memory pressure.

Metrics. We measure request latency from eligibility to
completion, including client delay, queueing, prefill, and de-
coding. A request meets its SLO if it completes within the
workload deadline. We also report mean per-request prefill-
stage wall-clock latency and latency ECDFs. For KV reten-
tion, we report the first-admission cached/input token ratio,
aggregated by token count, and each run’s task P50 from
arrival to completion. Task performance is measured sepa-
rately in the runtime-layer evaluation.

SLO calibration. For APIBank, we measure request P95
in a serial, low-pressure run and multiply it by two to set
the deadline. The reported request thresholds are 5.72 s for
APIBank and 120 s for AppWorld, fixed across policies within
each workload. Calibration flushes the cache between tasks,
whereas replay reuses cache within each initially cold run.

Load protocol. The APIBank scheduling and retention
comparisons use the same Poisson arrival distribution and
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Figure 10. Scheduling and KV-cache retention on the APIBank request replay. Error bars show 95% Student-t confidence
intervals over ten runs. Ours denotes SAS for scheduling and Layered for retention. Soft denotes request-level retention. Early
eviction measures the fraction of protected KV blocks evicted before their retention period expires.
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Figure 11. Per-request latency distributions in the AppWorld
replay

frozen trace for every policy and repetition within each ex-
periment. Each trace contains 200 tasks and 671 requests, at
6 tasks/s for scheduling and 0.75 tasks/s for retention.

6.6 Serving-Layer Results

We first use APIBank to isolate how backend-visible structure
affects serving behavior. It contains dense and regular motif
reuse.

For scheduling, MotifAgent achieves the lowest mean per-
request prefill latency and the highest average request-SLO
attainment in Figure 10. LPM and DFS prioritize current pre-
fix locality, while PLAS uses program-level attained service.
MotifAgent uses downstream-release hints to identify future
prefixes. It credits their reuse only when they match requests
already in the waiting queue.

The cache comparison tests whether motif hints protect
prefixes across tool gaps. Request-level retention prioritizes
whole static prefixes, while MotifAgent retains reusable
prompt regions. Across the evaluated runs, Layered achieves
the highest mean admission-time KV reuse and the lowest av-
erage task P50. Its early-eviction diagnostic is also markedly
lower than that of request-level retention.

Figure 11 extends the latency comparison to AppWorld.
In the plotted replay, the structure-informed policy does not
always minimize median latency, but it has a shorter tail
than the prefix-only and program-level baselines.

6.7 Overhead and Scalability Analysis

Compilation overhead. Figure 12 shows that motif com-
pilation grows slowly as more successful AppWorld traces

Motif growth Compile overhead
— Compiled Stable New
80 X 1257 100%
» <
= %)
° FJ_’: e 75
2 40 g
. ff e 6.12%  2.04%
0 50 100 150 200 Task Compile Skill
Traces

Figure 12. Motif compilation growth and token overhead
on AppWorld

Table 3. Latency sensitivity to motif coverage

Coverage (%) 20 35 50 65

P50 reduction (%) 1.0+25 44+6.5 31.6+3.0 42.6+1.5

are observed. Under shuflled trace order, the final stable li-
brary contains 32 motif signatures, and MotifAgent submits
54 candidates to the LLM-assisted motif compiler. The last 50
traces introduce no new compile candidate. This shows that
motif discovery becomes sparse after common structures
have been covered.

The LLM compile cost is also small after reuse. Estimated
from existing execution traces, one compile event produces
three new motifs and uses 12.5k tokens in total. This is 6.12%
of ReAct’s average per-task token consumption on AppWorld.
Thus, compilation is not free, but its LLM cost is paid only
for newly discovered motif signatures and is amortized by
later reuse.

Sensitivity to motif coverage. To examine sensitivity to
motif coverage, we vary the fraction of motif requests in a
controlled APIBank dependency replay with 100 requests
per arm. Table 3 reports the P50 latency reduction relative to
LPM, as mean + sample SD over three paired seeds. Higher
coverage exposes more downstream dependencies to the
scheduler, creating additional opportunities for structure-
aware scheduling. This experiment uses controlled successor
releases and a workload distinct from the main scheduling
replay.
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Figure 13. AppWorld runtime behavior by motif outcome.
Guarded miss covers unmatched positive motifs and matched
negative motifs. Failed and successful hits denote partial ex-
ecution with fallback and completed motif execution, respec-
tively.

6.8 Motif Behavior and Failure Analysis

To understand where MotifAgent gains arise, we analyze
AppWorld executions under three motif outcomes. Guarded
misses enter fallback without an executable positive mo-
tif. Failed hits involve partial motif execution followed by
fallback, while successful hits complete motif execution.

Figure 13 shows that MotifAgent still helps when motifs
are not fully executable. A common failure mode in agent
execution is local error loops. During compilation, repeated
tail failures can be turned into negative motifs that stop
unproductive execution. In the motif-miss group, MotifAgent
achieves a higher pass rate while using less than half the
tokens and LLM calls of ReAct.

When a matched motif cannot complete the task, MotifA-
gent still preserves task performance while reducing model
work. Its pass rate remains close to ReAct, 69.4% versus 70.8%,
while token usage drops from 206k to 154k. This shows that
even partial structural execution is useful. The LLM still
resolves semantic gaps, while the motif constrains what it
needs to decide.

When a motif completes execution, MotifAgent reduces
token usage from 180k to 79k and LLM calls from 16.7 to 9.7.
Its pass rate is slightly lower than ReAct, illustrating that
local motif completion does not guarantee task success.

Negative-Guard Analysis. We assess the selectivity of a
negative-motif guard using 168 recorded AppWorld ReAct
trajectories.The guard requires a repeated match to a fail-
ure pattern learned from task-disjoint training traces. In a
five-fold offline shadow evaluation, it would have stopped
20 continuations, all of which failed in the recorded trajec-
tories. No false stop was observed among these activations,
although the Wilson 95% lower bound on precision is 83.9%.
The guard covers 20 of 145 failed trajectories (13.8%) and
would avoid 333 recorded LLM calls. This offline evaluation
measures guard selectivity on saved traces, not online task
outcomes after stopping or recovery.

7 Discussion and Limitations
7.1 Why This Is a Systems Problem

The growing agent ecosystem has introduced increasingly
complex tool orchestration, memory, workflow management,
and serving mechanisms. While these advances improve
agent capabilities, they also leave substantial redundancy
in how execution is controlled. We therefore shift the focus
from optimizing the LLM-centric loop to reconsidering re-
sponsibilities across the agent system. By making execution
structure runtime-owned and exposing it to serving, Mo-
tifAgent demonstrates a cross-layer approach to reducing
redundant model involvement.

7.2 'When MotifAgent Helps

MotifAgent is most effective when reusable tool-use patterns
recur, tool schemas and parameter dependencies remain sta-
ble, and runtime evidence can verify transitions. We preserve
LLM decision-making for steps requiring complex semantic
reasoning or lacking sufficient runtime evidence.

Serving policies provide additional opportunities under
queueing and KV-cache pressure, especially when motif
progress helps predict downstream calls and reusable pre-
fixes. These gains are expected to be smaller under light load
or limited prefix reuse.

7.3 Limitations and Future Work

Our motifs are compiled offline and fixed during evaluation.
Future work could explore online motif discovery and recur-
sive self-improvement, progressively converting repeated
semantic decisions into evidence-verified structural transi-
tions to investigate whether this process can approach the
semantic critical-path bound SCP(r) discussed in Section 4.1.
Motif execution relies on the transferability of past experi-
ence. A positive motif hit verifies local progress but does not
establish global task success or optimality, while negative
guards may prematurely terminate recoverable tasks.

Our current design primarily targets tool-use structures.
Code provides another powerful representation of executable
structure, including control flow and data dependencies. In-
tegrating code-level structures with motifs could extend
structure—semantic separation to coding agents.

The isolated scheduling and KV-cache retention experi-
ments show modest serving gains that depend on load, cache
pressure, and motif coverage. Our runtime also changes
prompt organization, potentially reducing cross-turn pre-
fix reuse. When ReAct already benefits from substantial
KV-cache reuse, fewer input tokens may not yield lower
end-to-end latency. Furthermore, our analytical model sug-
gests that decode dominates the remaining inference cost.
Future work could explore structure-guided decoding that
exploits motif-provided semantic requirements to acceler-
ate generation without discarding information needed for
correct execution.



8 Related Work
8.1 LLM Agents and Reusable Tool-Use Structure

LLM agents interpret observations and act through external
tools [45, 49]. ReAct returns control to the model after each
observation [56], HuggingGPT delegates tool selection to
the LLM [32], and ReWOO decouples planning from observa-
tions [52]. Toolformer, ToolLLM, and API-Bank investigate
API use [19, 30, 31], while WebArena, r-bench, AppWorld,
OSWorld, and SWE-agent benchmark long-horizon tool-use
tasks [41, 51, 53, 55, 66].

Experience reuse and programmability offer complemen-
tary approaches. ExpeL, AWM, Agent-KB, and APC capture
reusable insights, workflows, or plans [39, 46, 60, 62], while
DSPy, SGLang, and LMQL structure model programs [4, 14,
63]. AutoGen, AgentScope, Voyager, and Language Agent
Tree Search organize agent interactions or search [7, 44,
48, 65]. Chameleon supports tool composition [23] while
TaskWeaver generates code for plugin execution [28]. How-
ever, descriptions and memories alone do not make recurring
decisions executable by the runtime.

Beyond experience reuse, prior work structures agent
computation through graph-based reasoning [3], parallel
function calls [15], workflow search [59], and shared agent
services [25]. Closer to our setting, AutoTool learns a tool
inertial graph [12], AutoFlow synthesizes and refines natural-
language workflows [20], and GraSP executes verified skill
graphs with local repair [50]. Unlike AutoTool, MotifAgent
advances tool and parameter-flow transitions only with run-
time evidence. While GraSP also executes verified graphs,
MotifAgent exposes motif progress to the serving backend
and handles semantic gaps through typed mediation.

8.2 LLM Serving and KV-Cache Management

LLM serving improves inference efficiency through batching,
scheduling, and memory management. ORCA and SARATHI
optimize iteration-level batching [2, 57], while FastServe,
learning-to-rank scheduling, and VTC address request order-
ing and fairness [6, 33, 47]. vLLM manages KV-cache alloca-
tion, whereas SGLang and Preble exploit prefix reuse [16, 35,
63]. Llumnix supports request migration [36], while Split-
wise and DistServe disaggregate prefill and decoding [26, 64].
These techniques optimize model execution, whereas MotifA-
gent also reduces model-mediated steps through executable
tool-use structure.

Application-aware serving exploits richer signals beyond
tokens, including Ayo’s primitive-level dataflow [37], Par-
rot’s semantic variables [21], and Pie’s serving-side han-
dlers [9]. Agentix (formerly Autellix) schedules agent pro-
grams based on attained service [24]. MotifAgent instead ex-
poses evidence-validated motif progress and potential down-
stream releases, allowing the backend to consider future
agent execution alongside current request locality.

KV-cache management addresses memory pressure and
redundant computation. vAttention and FlexGen improve
KV storage [27, 34], while InfiniGen, CacheGen, Mooncake,
and H20 explore prefetching, streaming, disaggregation,
and selective retention [17, 22, 29, 61]. Prompt Cache and
CacheBlend enable cross-prompt reuse [8, 54], whereas Infer-
Cept and Continuum address interruptions and multi-turn
gaps [1, 18]. MotifAgent complements these techniques with
motif-derived hints that protect reusable prompt regions
across tool gaps.

8.3 Workflow Scheduling

Classical workflow scheduling exploits task dependencies
for execution and resource allocation. Foundational work
studies precedence constraints and critical-path schedul-
ing [10, 13], while HEFT maps dependent tasks onto het-
erogeneous processors [40]. TetriSched adapts to changing
cluster demand [42], and Pegasus and GRAPHENE exploit
workflow dependencies for data movement and cluster pack-
ing [5, 11]. These systems demonstrate the value of depen-
dency information beyond the immediate ready queue.
LLM-agent serving introduces additional constraints. Re-
quests share prompt prefixes and compete for KV-cache
space, while tool observations and semantic gaps affect down-
stream readiness. Dependency information alone cannot de-
termine request priority. MotifAgent combines motif progress
with backend queue and cache state, balancing downstream
reuse against current prefix locality and cache pressure.

9 Conclusion

MotifAgent addresses the LLM-centric architectural bot-
tleneck by changing who controls routine execution. Ex-
ecutable motif graphs let the runtime advance evidence-
supported tool transitions; typed mediation reserves the LLM
for semantic gaps. The same motif state gives the serving
backend advisory scheduling and cache hints. Across three
benchmarks, this boundary reduces LLM calls and token
consumption at comparable task performance. Serving gains
are complementary and depend on queueing and cache pres-
sure. The broader lesson is to make verifiable agent structure
executable, rather than repeatedly asking the model to re-
construct it.
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